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Purpose of the Document
This document shows how to install, start, and use the RAVEN demo. It is structured around the demo interface and the four protocol phases that you can observe and trigger through it. Technical internals are in the Technical Documentation; project background and methodology are in the Project Documentation.

	Symbol
	Meaning

	ℹ  Info
	Important information the reader should keep in mind.

	→  Tip
	Good to know — a hint that makes a task easier.

	⚠  Caution
	Care is required; an action here can produce incorrect or unverifiable results.




1.  What Is RAVEN?
RAVEN is a network of nodes that store encrypted messages with verifiable storage guarantees. The protocol treats each message's ciphertext as opaque bytes — nodes never decrypt anything; storage and retrieval do not require keys. Every off-chain extension block is bound to the parent chain by its SHA-256 content hash, so tampering is detectable from the chain alone.
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Figure 1: RAVEN's three core properties — encrypted messages, two node roles, and verifiable storage.

	Property
	Description

	Encrypted messages
	The protocol treats each message's ciphertext as opaque bytes. Nodes never decrypt; storage and retrieval do not require keys.

	Two node roles
	Archive nodes retain every block indefinitely. Regular nodes retain a configurable sliding window of the most recent blocks.

	Verifiable storage
	Each off-chain extension block is bound to the parent chain by its SHA-256 content hash. Tampering is detectable from the chain alone.




2.  What the Demo Delivers
The demo makes every phase of the protocol visible and interactive through a browser interface served directly by the node. No separate frontend server is needed — each node serves its own dashboard at its HTTP root.
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Figure 2: The two halves of the demo — observable end-to-end protocol and operationally complete Docker deployment.

	Observable end-to-end
	Operationally complete

	Dashboard for every node, served at the node's HTTP root.
	Containers under Docker Compose, one command to start.

	Every phase — submit, propose, propagate, query — is visible in the UI.
	Bidirectional peer discovery at startup.

	Real HTTP calls from browser to node; cross-node traffic is server-to-server.
	Server-to-server propagation; browsers never cross containers.




3.  Demo Architecture
Each browser tab talks only to its own node. Cross-node traffic (block propagation and peer discovery) is server-to-server inside the Docker network, never passing through the browser. The diagram below shows the two-node demo setup.
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Figure 3: Two-node demo architecture — raven-node-a (archive/seed, port 8001) and raven-node-b (regular, 1000-block window, port 8002), each serving its own browser dashboard.


4.  Prerequisites and Installation
4.1  System Requirements
	Requirement
	Details

	Python
	3.11 or newer. Verify with: python --version

	Docker & Docker Compose
	Required for the multi-node demo. Included with Docker Desktop.

	Browser
	Any modern browser (Chrome, Firefox, Edge, Safari).


4.2  Installation
1. Clone the repository:
git clone https://github.com/your-org/raven-research.git && cd raven-research
1. Install the package and its dependencies:
python -m pip install -e ".[dev]"
1. Confirm the installation by running the test suite:
python -m pytest

→  Tip.  A green test run confirms your environment is set up correctly. All tests should pass on a clean installation before you launch the demo.
4.3  Starting the Demo
Launch the full two-node demo with a single command:
docker compose -f docker/docker-compose.demo.yml up --build
Once the containers are up, open two browser tabs:
1. Node A (archive/seed): http://localhost:8001
1. Node B (regular, 1000-block window): http://localhost:8002

→  Tip.  Confirm both containers are running with: docker compose -f docker/docker-compose.demo.yml ps
ℹ  Info.  Each browser tab talks only to its own node. Cross-node traffic is handled server-to-server inside Docker — you never need to configure CORS or proxy rules.


5.  The Message Lifecycle — Four Phases
Every message in RAVEN travels through four phases. Each phase is visible in the dashboard and enforces a specific protocol invariant. The sequence diagram below shows the complete flow from user input on node A's tab to the message appearing on node B's tab.
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Figure 4: Complete message lifecycle — Phase 1 submit, Phase 2 propose, Phase 3 propagate, Phase 4 query.


5.1  Phase 1 — Submit, and Phase 2 — Propose
Both phases happen entirely on one node. No peers are touched yet.
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Figure 5: Phase 1 (POST /messages → mempool) and Phase 2 (POST /blocks/propose → extension block + anchor).

Phase 1 · Submit a message
In the Send a Message panel, enter a plain-text payload (the browser base64-encodes it as ciphertext_b64 before sending). Optionally set a Sender hint and Recipient tag for routing. Click Send to mempool.
What happens on the node:
1. The node parses the JSON body into an EncryptedMessageEnvelope.
1. message_id = sha256(canonical(envelope)) — free deduplication.
1. The admission policy gates by size (1 MiB default).
1. The accepted envelope joins the in-memory mempool, visible in the Mempool panel immediately.

Phase 2 · Propose a block
Click Propose & propagate in the Mempool panel.
What happens on the node:
1. The mempool is drained into an ExtensionBlock at height tip+1.
1. eid = sha256(canonical_encode(extension_block)).
1. The eid is wrapped into an AnchorRecord.
1. A parent-chain block carrying the anchor is appended to the local chain.
1. The block is written to the local store and the retention policy is applied.


5.2  Phase 3 — Propagate
After proposing, the block is pushed to every known peer. The browser triggers propagation; the actual data transfer is server-to-server inside Docker.
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Figure 6: Phase 3 — the proposing node fans out to all peers via POST /blocks/receive; each peer validates before storing.

What the receiving peer does before storing:
1. parent_block.has_valid_hash() — checks the block's own hash is correct.
1. anchor.commits_to(extension_block) — checks eid matches the block content.
1. parent_hash linkage matches the local tip.

ℹ  Info.  Propagation result is per-peer: accepted, rejected, or unreachable. The Activity log on the right side of the dashboard shows each result as it arrives.


5.3  The Anchor Binding — Why Tampering Is Detectable
Each parent-chain block commits to a specific extension block by its content hash. Modifying any historical block breaks every subsequent block_hash. Modifying an extension block changes its eid, breaking the anchor commitment.
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Figure 7: Parent-chain linkage — each block hashes the previous; each anchor hashes its extension block. Tampering anywhere in the chain is detectable.


5.4  Phase 4 — Query and Retention
Any peer can serve a block within its retention window. Archive nodes always serve any height; regular nodes prune blocks below their window. Use the Query Block Range panel to retrieve blocks by height range.
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Figure 8: Phase 4 — GET /query?start=N&end=M returns extension blocks with anchors; response status indicates exactly why data is or is not available.

	Status
	Meaning

	success
	All blocks in range returned.

	out_of_retention
	Below this node's lower bound — try the archive node.

	missing_data
	Block should be there but isn't — try another peer.

	timeout_simulated
	Failure mode = timeout active on this node.

	corrupt_data_simulated
	Failure mode = corrupt active on this node.


→  Tip.  If you get out_of_retention on a regular node, switch to the archive node's tab and issue the same query — archive nodes keep the full history.


6.  Peer Discovery
When a follower node starts, it registers with the seed and receives the known peer list. A second step is needed so the follower also adds the seed to its own peer table (because the seed's registration response never lists itself).

[image: ]
Figure 9: Bidirectional peer discovery at startup — two steps ensure both nodes know each other's address.

After startup you can see the Known Peers panel on each dashboard update with the other node's ID, role, retention window, and URL. Peer tables are also available via GET /peers.


7.  Step-by-Step Demo Walkthrough
The screenshot below shows node A's dashboard mid-demo, after five messages have been submitted and proposed into height 1. Follow the numbered steps to reproduce the full end-to-end demo.
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Figure 10: Node A dashboard — messages in mempool (left), proposed extension block at height 1 (centre), known peer node-b (right), and activity log (far right).

7.1  Demo Steps
	Step
	Action
	What to observe

	1
	On node A's tab, type a message in the plain-text payload field (e.g. 'hello from raven') and click Send to mempool.
	The message appears in the Mempool panel with its sender hint, recipient tag, size, and message ID.

	2
	Watch the Mempool panel.
	The envelope count increments. The mempool entry shows the ID prefix, size, and routing hints.

	3
	Click 'Propose & propagate' in the Mempool panel.
	The Stored Extension Blocks panel shows height 1 with the message count, eid prefix, and parent-chain hash. The Activity log shows propagation results for all peers.

	4
	Switch to node B's tab (http://localhost:8002).
	Node B's Stored Extension Blocks panel shows height 1, with the same eid — it received and validated the block via /blocks/receive.

	5
	Wait ~2 seconds or click the refresh button on node B.
	The block appears. The activity log on node A shows 'propagated to 1/1 peer(s)'.

	6
	On node B, enter Start height = 1, End height = 1 in the Query Block Range panel and click Query.
	The response returns success with the same extension block content that was sent from node A.

	7
	On node B, send a reply message and click Propose & propagate.
	The reply propagates back to node A. Node A's dashboard updates to show height 2.




8.  Command-Line and HTTP API Operation
The demo dashboard performs real HTTP calls against the node API. You can also drive any operation directly from the command line.
8.1  Starting a Single Node
NODE_ID=seed NODE_ROLE=archive SEED_URL= HTTP_PORT=8000 python -m raven.node.app
curl http://localhost:8000/health
curl http://localhost:8000/node-info
Figure 11: Starting a seed/archive node and confirming it is healthy.
8.2  Submitting a Message
curl -s http://localhost:8000/messages -H 'content-type: application/json' \
  -d '{"version":1,"ciphertext_b64":"aGVsbG8=","timestamp_or_epoch":1,
       "sender_hint":"alice","recipient_tag":"bob","metadata":{}}'
Figure 12: Submitting a message to the mempool via cURL.
8.3  Proposing a Block
curl -s -X POST http://localhost:8000/blocks/propose \
  -H 'content-type: application/json' -d '{}'
Figure 13: Proposing the next extension block via cURL.
8.4  Querying a Node
curl -s 'http://localhost:8000/query?start=1&end=1'
→  Tip.  A single node only answers for what it retains. For old ranges on a regular node, query the archive node or use a multi-node retrieval strategy.
8.5  Switching Failure Mode
curl -s -X POST http://localhost:8000/admin/failure-mode \
  -H 'content-type: application/json' -d '{"failure_mode": "corrupt"}'
ℹ  Info.  After switching to corrupt mode, issue a query from the browser or via cURL — the demo detects the bad data, rejects it, and shows corrupt_data_simulated in the response status.


9.  Troubleshooting
	Symptom
	Likely Cause
	Solution

	GET /health fails or times out
	Node process not running or wrong port.
	Check docker compose ps. Confirm HTTP_PORT matches the URL you are hitting.

	Message submission rejected
	Admission policy too strict, or message too large.
	Set ADMISSION_MODE=none for testing, or reduce the message size.

	Query returns out_of_retention
	Range is older than this node's retention window.
	Query the archive node (http://localhost:8001) instead.

	Query returns missing_data
	Block exists in the range but is not on this node.
	Try querying the other node, or check GET /peers for available peers.

	Node B doesn't show the block after propagation
	Propagation failed or node B was not reachable at proposal time.
	Check the Activity log on node A — it lists per-peer propagation results. Re-propagate with POST /admin/propagate-block.

	Dashboard shows no peers
	Peer discovery didn't complete.
	Restart node B so it re-registers with node A's seed at startup.

	Tests fail after installation
	Python version too old or missing dependencies.
	Confirm python --version is 3.11+. Re-run pip install -e ".[dev]" then pytest.



→  Tip.  When anything seems wrong, open GET /admin/metrics first. It shows the active failure mode, current tip height, mempool size, and request counters — this identifies most issues immediately.


10.  Quick Reference
10.1  HTTP API Summary
	Method & Path
	What It Does

	GET /health
	Check if the node is alive.

	GET /node-info
	Get role, retention window, chain tip, and failure mode.

	POST /messages
	Submit a message to the mempool.

	POST /blocks/propose
	Produce the next extension block from the mempool.

	POST /admin/propagate-block
	Fan the latest block out to all known peers.

	GET /query?start=s&end=e
	Retrieve extension blocks for the height range [s, e].

	GET /peers
	List all peers known to this node.

	POST /admin/failure-mode
	Switch the node's simulated failure mode.

	GET /admin/metrics
	Counters: requests, mempool size, blocks stored, current tip.


10.2  Key Environment Variables
	Variable
	Purpose
	Example

	NODE_ID
	Node identifier (auto-derived from hostname if empty).
	node-a, node-b

	NODE_ROLE
	Node role.
	archive  or  regular

	RETENTION_WINDOW
	Heights retained (regular nodes only).
	1000

	SEED_URL
	Seed URL; empty = this node is the seed.
	http://node-a:8000

	HTTP_PORT
	API port (default 8000).
	8000

	FAILURE_MODE
	Simulated fault mode.
	none, corrupt, timeout, missing, …

	ADMISSION_MODE
	Message admission policy.
	none, size_limit_only, pow_stub


10.3  Failure Modes
	Mode
	Effect in the Demo

	none
	Normal operation — all requests answered correctly.

	timeout
	Node does not respond before the client timeout.

	missing
	Node omits one or more extension blocks from the response.

	corrupt
	Node returns modified block data that fails the hash check and is rejected.

	false_advertise
	Node advertises a larger retention window than it actually stores.

	archive_unavailable
	Archive node rejects or times out on all requests.
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The message lifecycle
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Phase 1 & 2 — submit and propose

Both happen entirely on node A. No peers are touched yet.
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Phase 3 — propagate
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Verification on receive — the anchor binding
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Peer discovery

Two-step process ensures both nodes know each other's address
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What is RAVEN?

A network of nodes that store encrypted messages with verifiable storage guarantees

° Encrypted messages

The protocol treats each message's ciphertext as opaque bytes. Nodes never decrypt; storage and retrieval do not require the keys.

a Two node roles

Archive nodes retain every block indefinitely. Regular nodes retain a configurable sliding window of the most recent blocks.

° Verifiable storage

Each off-chain extension block is bound to the parent chain by its SHA-256 content hash. Tampering is detectable from the chain alone.
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